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Abstract
The effectiveness of interpretation-based numerical analyses

depends on the choice of abstract domain. Domains such

as Zones and Octagons differ in expressiveness and cost, so

the goal is to identify the least expressive domain that is

sufficient for a given analysis context. The challenge is that

this choice varies across variables and program locations,

while obtaining variable-location domain recommendations

using lightweight static techniques can be difficult.

This paper proposes an approach for inferring the recom-

mended numerical domain type for each variable at each

program location from concrete program states. We use Mul-

tisetGA to generate test suites that yield large, strategically

distributed sets of unique concrete states, with at least 1,000

states per location. We then use AbsDaikon, an extension

of Daikon, to infer invariants matching numerical abstract-

domain templates. These templated invariants are analyzed

to identify the domain type recommended for each variable.

Our preliminary results show that, over all variable-location

pairs, the inferred recommendations exactly match the com-

puted reference domains in 85.6% of cases, are more expres-

sive in 14.4% of cases, and are never less expressive.

CCS Concepts: •Theory of computation→ Program anal-
ysis; Program verification; Invariants.

Keywords: abstract interpretation, numerical abstract do-

mains, invariant inference, abstraction type selection
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1 Introduction
To be effective and efficient, static analysis needs to know

at what level of abstraction to analyze a program. If an ab-

straction is too coarse, an analysis may compute insufficient

information, even though it does so efficiently. On the other

hand, if an abstraction is too fine, the analysis may run out

of resources before completing its task. Thus, an important

research direction is to automatically determine an appropri-

ate level of abstraction for a given program [1, 5, 8, 11, 18, 19].

This choice is further complicated by the fact that the optimal

abstraction is often not uniform across an entire program,

but varies by program context. That is, only certain parts

of the program may need to be analyzed using a finer ab-

straction, while the remaining parts can be analyzed using a

coarser one. For example, the value of 𝑘 for object-sensitivity

levels can be set differently for different objects [11, 19].

An important abstraction choice within abstract interpre-

tation is the numerical abstract domain [4] used by the anal-

ysis. In previous work, Apel et al. select which domain type,

among two incomparable abstract-domain types, should be

assigned to each variable [1]. This eliminates the need to

maintain several abstract states for each variable while pre-

serving the same level of precision. Their decision is based

on a lightweight static analysis of variable usage. However,

in that work the choice of abstract domain is fixed for the

entire analysis, so the abstraction context is per program

variable.

When considering numerical abstract domains such as

Zones [12], and Octagons [13], identifying the appropriate

abstraction context using only lightweight static analysis

may be more challenging. Moreover, the required type of

numerical abstract domain may change from one program

location to another. For example, a variable may initially

have a constant value and later be incremented, requiring

an Interval domain. In this scenario, the abstraction context

should be a variable-location pair rather than a variable

alone. Accurately computing such fine-grained abstraction

information statically may be difficult and could require

running the analysis with themost precise numerical domain

to obtain the needed information, which defeats the purpose

of precomputing this information before analysis.

This work presents an exploratory study of using concrete

states to infer sufficiently expressive abstract-domain types
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for each variable-location pair. The concrete states are col-

lected from program executions on a specially designed test

suite. Unlike previous work on invariant inference from con-

crete states, such as Daikon [6] or DIG [16], our work infers

the domain type, e.g., Intervals or Zones. First, we use the

MultisetGA [14] tool, which extends Evosuite [7], to generate

a test suite that produces a large number of uniformly dis-

tributed, unique concrete states for a given program location.

We then extend Daikon to create AbsDaikon, which infers

invariants for specific abstract-domain templates, namely

those matching Octagon, Zone, or Interval forms. Finally,

the inferred templated invariants are analyzed to identify

the corresponding domain type.

The main difference from the work on invariant inference

is that our approach does not aim to infer the result of static

analysis, which would be inherently unsound from concrete

executions alone. Instead, we use inferred invariants to deter-

mine the type of abstract domain required for each variable

at a given program location. We consider five domains with

the following expressiveness ordering: Octagon (O) ≻ Zone

(Z) ≻ Interval (I) ≻ Constant (C) ≻ Unbounded ⊤. We com-

pare our inferred domain types with those computed by a

static approach. Our empirical evaluation shows that, over

variable-location pairs, the proposed approach agrees with

the computed domain type in approximately 85% of cases. In

the remaining cases, the inferred recommendation is more

expressive than the computed domain. Most importantly, the

inferred domain types never recommend a less expressive

domain than the computed domain.

The rest of the paper is organized as follows. In the next

section, Section 2, we present a motivating example and

highlight our approach. We then, in Section 3, describe Ab-

sDaikon, our extension of Daikon for inferring invariants

over numerical abstract-domain templates. This is followed

by a description of how domain types are identified from

those inferred invariants. In Section 4, we evaluate our ap-

proach on benchmark programs. We conclude with future

directions for this exploratory study.

2 Motivating Example
In this section, we use a small example to illustrate why nu-

merical abstract-domain selection should be both variable-

and location-sensitive. The example shows that the least ex-

pressive, sufficient domain can change after individual state-

ments and can differ across variables at the same program

location. We first show the desired domain-type annotations,

then explain how the same information can be obtained from

a precise Octagon analysis. Finally, we motivate our alter-

native approach: inferring this information from generated

concrete states before configuring a static analyzer.

Variable-location-level Abstraction. To explain variable-

location-level abstraction, consider the example in Listing 1.

The annotations before and after each statement describe the

Listing 1. Location-sensitive inferred domains.

1 int example(int x, int y) {
2 int z;
3 // Top: x,y,z
4 if (y >= 0) {
5 // Interval: y; Top: x,z
6 z = y + 2;
7 // Zone: y,z; Top: x
8 } else if (x <= y + 1) {
9 // Zone: x,y; Top: z
10 z = x - 1;
11 // Zone: x,y,z
12 } else {
13 // Zone: x,y; Top: z
14 z = 4 - y;
15 // Octagon: x,y,z
16 }
17 // Top: x,y,z
18 return z;}

best numerical domain abstraction for each variable. In this

example, on the true branch of the first conditional statement,

y >= 0, the variable y is adequately expressed in the Interval

domain while the other two variables remain unbounded.

After z = y + 2, both y and z require the Zones domain to

encode their relation, while x remains unbounded. Interest-

ingly, despite these relations at the end of each branch, the

resulting state before the return statement is unbounded, as

no common useful Octagonal bounds remain. This indicates

that, at the join point, the octagonal abstraction cannot ex-

press any nontrivial relations among the three variables. The

rest of the best-abstraction annotations indicate that only

after z = 4 - y does an Octagonal state provide the best

abstraction for all three variables. Most of the other abstract

states require Zone abstraction.

Domain Types from Static Analysis. To obtain an accu-

rate variable-location context for the abstraction level, one

needs to run a static analysis with the most precise domain,

in our case using Octagons. We then pre-process each ab-

stract state by first removing spurious constraints and then

examine the resulting state to determine the type of relations

between variables. Listing 2 shows the same code annotated

with the results of this analysis, where an Octagonal ab-

stract state is expressed as a conjunction of predicates over

the program variables. If a variable does not appear in any

constraint, it is unbounded.

To highlight the importance of removing spurious con-

straints, consider the statement z = y + 2. The first formula,

labeled “raw,” is a direct translation from the state encoding,

which is represented by a 2𝑁 × 2𝑁 matrix, where 𝑁 = |𝑉 | is
the number of variables in the program under analysis; in

this case, 𝑁 = 3. Figure 1 shows the matrix representation

of this Octagonal abstract state.

To properly merge flows, a numerical abstract state is

converted into a canonical form by performing a closure op-

eration, which introduces all constraints that can be inferred

from the state. As a result, the “raw” constraints now contain

11
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Listing 2. Simplifying inferred constraints.

1 int example(int x, int y) {
2 int z;
3 // true
4 if (y >= 0) {
5 // y >= 0
6 z = y + 2;
7 // raw: y >= 0 && z >= 2 && y <= z-2 &&
8 // z <= y+2 && z >= -2-y
9 // red: y >= 0 && z >= 2 && y <= z-2 &&
10 // z <= y+2
11 // simpl: y >= 0 && z = y+2
12 } else if (x <= y + 1) {
13 // y <= -1 && x <= y+1
14 z = x - 1;
15 // y <= -1 && x <= y+1 && z = x-1
16 } else {
17 // y <= -1 && x >= y+2
18 z = 4 - y;
19 // y <= -1 && x >= y+2 && z = 4-y
20 }
21 // true
22 return z;}

the spurious constraint 𝑧 ≥ −2 − 𝑦, which is of Octagonal

type. Figure 2 shows that this constraint lies in the infeasible

region of the x, y solution space. Clearly, such spurious con-

straints should be eliminated using w0z reduction [3] before

categorizing an abstract state into domain types.

The constraint labeled “red” is the resulting formula after

applying w0z reduction, i.e., without spurious constraints.
However, this constraint still contains the redundant predi-

cate 𝑧 ≥ 2, which can be inferred from the remaining pred-

icates. Such redundant constraints can be eliminated with

Larsen reduction [10]. The constraint annotated with “simpl”

is the resulting abstract state. The rest of the abstract states

in Listing 2 are shown in their reduced and simplified forms.

Domain Types. To determine a variable’s best abstraction

type, we can analyze the matrix encoding of the abstract

state. If the entry for 𝑥 and 𝑦, or conversely the entry for

𝑥 and 𝑦, has a non-top value, then the state contains an

Octagonal constraint and therefore requires an Octagonal

state to express this relation. However, if those entries are

not present, we can examine the entries for 𝑥 and 𝑦, or 𝑦 and

𝑥 , to identify Zonal constraints. Similar reasoning over the

matrix encoding is used to identify Intervals and Constants.

Without w0z reduction, the abstract domain type for 𝑦

and 𝑧 after line 6 in Listing 2 would be identified as Octag-

onal instead of Zonal. However, Larsen reduction does not

change the type, since it only removes constraints that can

be inferred from existing constraints. Clearly, a finer abstrac-

tion cannot be inferred from coarser constraints alone. Thus,

if we apply only Larsen reduction to the first constraint, it

removes 𝑧 ≥ 2, but not the spurious constraint 𝑧 ≥ −2 − 𝑦.
After querying each Octagonal state in Listing 2, we obtain

the same categorization of domain types for each variable

as in Listing 1.

Such variable-location abstraction levels have limited util-

ity after an entire analysis has already been run with the

most precise abstract domain. To take advantage of this op-

timal abstraction-level information, we need to obtain it by

different means and then configure a static analyzer with

those abstraction levels. One option is to perform a light-

weight static analysis similar to Apel et al. [1]; however, this

approach might only provide an upper precision bound for

a given variable and might not necessarily track how the

required abstraction changes from statement to statement.

Domain Types from Concrete States. This work offers an
alternative approach to obtaining abstraction-level informa-

tion by inferring it from concrete program states, which we

obtain by executing the program on thousands of test cases.

This dynamic inference approach has previously been ap-

plied to infer program invariants [9, 15, 17] using inference

engines such as Daikon [6] or DIG [16]. Unlike those tech-

niques, our approach produces constraints only for templates

that describe numerical abstract domains. In Section 3.1, we

explain how we implemented AbsDaikon, an extension of

12
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the Daikon invariant inference tool that produces invariants

corresponding to numerical abstract domains.

As with any dynamic technique, confidence in the ob-

tained invariants depends on the number and quality of

the sampled concrete states. In this work, we use Multi-

setGA [14], implemented in Evosuite [7], which can gen-

erate thousands of test cases such that the targeted loca-

tion has many unique and well-distributed concrete states.

The inferred Octagonal constraints from concrete states are

presented in Listing 3. One can see that they also contain

spurious and redundant predicates, which our domain-type

classification algorithm handles appropriately. For this ex-

ample, the inferred domain types per program variable in

Listing 3 match the computed domain types from Listing 2,

which indicates the feasibility of the proposed approach.

Note, inferring domain types is less restrictive than in-

ferring invariants. Thus, an inferred predicate 𝑥 ≥ 2 might

under-approximate the actual predicate 𝑥 ≥ 0, which is

a common issue in dynamic invariant inference. However,

both predicates have the same Interval domain type.

With thousands of concrete states used for inference, the

confidence in identifying the correct domain type is relatively

high. The plot in Figure 3 demonstrates the distribution of

points for the z = x - 1 line projected onto the 𝑥 and 𝑦

variables. As one can see, the data points outline the shape

of a Zonal domain, which AbsDaikon reports as an inferred

constraint that contains spurious and redundant constraints.

In the next section, we describe our overall approach, in

particular the AbsDaikon algorithm. This is followed by a

description of domain-type identification and the domain-

type identification algorithm that we briefly introduced here.

3 Approach
3.1 Inference
AbsDaikon is a modification of Daikon [6] that infers con-

straints, for each instrumented location, directly from the

concrete states generated by MultisetGA [14]. AbsDaikon

disables Daikon’s default invariants and enables only the

templates that represent the constraints for each domain of

interest. In this case, Intervals (which includes Constant, e.g.,

singleton intervals), Zones, and Octagons.

Daikon already infers the unary bounds 𝑙 ≤ 𝑥 ≤ 𝑢 through

its LowerBound and UpperBound invariants, which supply

the Interval constraints. Using concrete states Daikon com-

putes 𝑙 and𝑢 constants, inserts into the templates and output

them as inferred invariants. The relational constraints that

distinguish Zones and Octagons, however, do not exist in

Daikon. As such, we added unit binary invariant templates

to cover these additional numerical domains.

Each template within Daikon reports the tightest template

constant consistent with every observed concrete state to en-

sure an inferred invariant indeed tightly bounds all observed

concrete states. Daikon accomplishes this by maintaining

Listing 3. Inferred constraints before simplification.

1 int example(int x, int y) {
2 int z;
3 if (y >= 0) {
4 // y >= 0
5 z = y + 2;
6 // y >= 0 && z >= 2 && -z-y <= -2 &&
7 // y-z <= -2 && z-x <= 2
8 } else if (x <= y + 1) {
9 // x <= 0 && y <= -1 && x-y <= 1 &&
10 // y+x <= -1
11 z = x - 1;
12 // x <= 0 && y <= -1 && z <= -1 &&
13 // x-y <= 1 && y+x <= -1 && x-z <= 1 &&
14 // z+x <= -1 && z-x <= -1 && z+y <= -2 &&
15 // z-y <= 0
16 } else {
17 // y <= -1 && y-x <= -2
18 z = 4-y;
19 // y <= -1 && y-x <= -2 && -z-x <= -6 &&
20 // -z-y <= -4 && y-z <= -6 && z+y <= 4
21 }
22 return z;}

the maximum of its linear expression across all data points.

For example, if the constraint is 𝑥 − 𝑦 ≤ 𝑐 , it is tracked with

𝑐 = max

𝜎∈𝑆

(
𝜎 (𝑥) − 𝜎 (𝑦)

)
,

where 𝑆 is the set of states observed at the location. Be-

cause 𝑐 is the observed maximum, the constraint is the tight-

est bound which no observed state violates. Because no ob-

servation can falsify such a bound, whether it is reported

depends on a confidence measure.

A relational constraint is only meaningful if it constrains

a pair beyond what the variables’ own ranges already imply.

AbsDaikon, therefore, computes confidence for each rela-

tional template by its tightness relative to the interval. For

the constraint 𝑥 − 𝑦 ≤ 𝑐 , let

𝐵 = max

𝜎∈𝑆
𝜎 (𝑥) − min

𝜎∈𝑆
𝜎 (𝑦)

be the largest difference between 𝑥 and 𝑦 independent of

all states. The confidence is then the fraction by which the

observed constant 𝑐 improves on this bound:

conf (𝑥 − 𝑦 ≤ 𝑐) = max

(
0, min

(
1,

𝐵 − 𝑐
𝐵

))
.

A constraint that merely restates the box (𝑐 = 𝐵) scores

0, whereas one far tighter than the box (𝑐 < 𝐵) approaches

1. This same formula applies to each template, where the

variable extremes determine the value of 𝐵. Daikon sup-

ports configuring the confidence threshold 𝜏 to adjust the

reported constraints. Lowering the confidence level accepts

constraints closer to the interval bounds.

Consider a location recording two variables 𝑥,𝑦 over the

four states in Table 1. Algorithm 1 feeds each state to ev-

ery template type, lines 1–5. After collecting the confidence

13
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Algorithm 1 AbsDaikon Inference.

Require: States 𝑆 ; Templates 𝑇 ; Threshold 𝜏

Ensure: Inferred predicate set 𝑃

1: for all 𝜎 ∈ 𝑆 do
2: for all 𝑡 ∈ 𝑇 do
3: 𝑡 .Add(𝜎) //Each state is given to each template

4: end for
5: end for
6: 𝑃 ← ∅
7: for all 𝑡 ∈ 𝑇 do
8: if 𝑡 .Conf() ≥ 𝜏 then
9: 𝑃 ← 𝑃 ∪ { 𝑡 .Pred() }. // Add predicate if confident

10: end if
11: end for
12: return 𝑃

thresholds for each variable, Algorithm 1 decides what pred-

icate should be classified as inferred ones, lines 7–11.

An interval template records a variable’s extremes and a

relational template keeps the runningmaximum of its expres-

sion, its tightest constant 𝑐 . After the pass, the extremes are

𝑙𝑜 [𝑥]=−4, ℎ𝑖 [𝑥]=3, 𝑙𝑜 [𝑦]=−5, ℎ𝑖 [𝑦]=2, and each relational

template holds its tightest constant 𝑐 .

Table 1. Observed states 𝑆 .

𝜎 𝑥 𝑦

𝜎1 −4 −5

𝜎2 1 0

𝜎3 3 2

𝜎4 −2 −3

For the difference 𝑥 − 𝑦, the expression equals 1 in every

state, so 𝑐 = 1; its box bound is 𝐵 = ℎ𝑖 [𝑥]−𝑙𝑜 [𝑦] = 3−(−5) =
8, giving conf = (8 − 1)/8 = 0.88. The opposite direction

𝑦 − 𝑥 gives 𝑐 = −1 with 𝐵 = ℎ𝑖 [𝑦] − 𝑙𝑜 [𝑥] = 2 − (−4) = 6

and conf = min(1, (6 − (−1))/6) = 1. The two together pin

𝑥−𝑦 = 1. For the sum 𝑥+𝑦 the maximum is 𝑐 = 5, but the box

bound is also 𝐵 = ℎ𝑖 [𝑥] + ℎ𝑖 [𝑦] = 5, so conf = 0; likewise

−𝑥 − 𝑦 has 𝑐 = 𝐵 = 9. Both octagonal templates merely

restate the interval box and are filtered out. The inferred

predicate set is, therefore:

𝑃 = { −4 ≤ 𝑥 ≤ 3, −5 ≤ 𝑦 ≤ 2, 𝑥 − 𝑦 ≤ 1, 𝑦 − 𝑥 ≤ −1 },
Thus, the pair return Zone template predicate rather than

an Octagon one.

3.2 Identifying Domain Type
To identify the domain types for each variable, we require an

algorithm which can determine the minimal invariant kinds

for each variable. That is, given a set of invariants, we need

to identify the minimal domain necessary for expressing

each variable. For example, given the invariant 𝑦 ≥ 0, we can

Algorithm 2 Algorithm for mapping variables to domain

types.

Require: 𝑀 , a W0Z reduced Octagon Matrix

Ensure: ∀𝑣 ∈ 𝑀 : 𝐷𝑇 (𝑣) ∈ {𝐶 ≺ 𝐼 ≺ 𝑍 ≺ 𝑂}
1: 𝑁 ← sizeof(𝑀)
2: for all 𝑖 ∈ {𝑥 + 2|0 ≤ 𝑥 ≤ 𝑁 } do
3: 𝐷𝑇 (𝑣) ← ⊤
4: end for
5: for all 𝑖 ∈ {𝑥 + 2|0 ≤ 𝑥 ≤ 𝑁 } do
6: if 𝑀𝑖𝚤 ≡ −1 ×𝑀𝚤𝑖 then
7: 𝐷𝑇 (𝑣) ← C
8: else if 𝑀𝑖𝚤 ≠ ⊤ ∨𝑀𝚤𝑖 ≠ ⊤ then
9: 𝐷𝑇 (𝑣) ← I
10: end if
11: end for
12: for all 𝑖 ∈ {𝑥 + 2|0 ≤ 𝑥 ≤ 𝑁 } do
13: for all 𝑗 ∈ {𝑥 + 2|𝑖 ≤ 𝑥 ≤ 𝑁 } do
14: 𝚤 ← 𝑖 ⊕ 1

15: 𝚥 ← 𝑗 ⊕ 1

16: if (𝑀𝑖 𝑗 ≠ ⊤ ∨𝑀 𝑗𝑖 ≠ ⊤) ∧ 𝐷𝑇 (𝑣) ≺ 𝑍 then
17: 𝐷𝑇 (𝑣) ← 𝑍

18: end if
19: if 𝑀𝑖 𝚥 ≠ ⊤ ∨𝑀𝚤 𝑗 ≠ ⊤ then
20: 𝐷𝑇 (𝑣) ← 𝑂

21: end if
22: end for
23: end for
24: return 𝐷𝑇

deduce that 𝑦 is fully representable by the interval domain.

However, given the invariant 𝑦 ≥ 0∧𝑦 − 𝑥 ≤ −2∧ 𝑥 −𝑦 ≤ 2,

the zones domain sufficiently encodes 𝑥 and 𝑦.

Since we maximally support identifying Octagon domains,

and the Octagon domain contains Zones, Intervals, and Con-

stants as sub-expression types, we use the Octagon domain,

more specifically, we use its difference boundedmatrix (DBM)

representation to decide the domain types for each variable.

Algorithm 2 provides the pseudocode for our domain type

assignment algorithm. It maps every variable within an Oc-

tagon state to a domain type: either ⊤ for unbounded or

unknown variables, C for the constant domain, I for the in-
terval domain, Z for the zone domain, or O for the octagon
domain. Algorithm 2 requires a reduced Octagon, specifi-

cally, one using the w0z reduction algorithm [3] such that

spurious constraints are removed, yet, leaving interval val-

ued constraints. Initially, all variables are initialized to the

unbounded category, lines 2–4. Next, on lines 5–11, the algo-

rithm loops over all variables, initializing their initial domain

type to either constant provided both bounds are equivalent,

line 6, or interval otherwise. Then, on lines 12–23, the algo-

rithm checks for relational constraints consistent with the

Zone domain or Octagon domain. Concretely, on line 16, the

algorithm checks if the current variable has unit difference
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constraints to other variables and if it has only been classi-

fied as constant or interval. Similarly, line 19 checks if the

current variable has unit sums constraints between other

variables. These relationships promote the current variable

to the Octagon domain type. Finally, we return our variable

to domain type map.

As an optimization, we need only consider the even val-

ues of 𝑖 and 𝑗 , as these correspond to the positive pair of
variables within the Octagon encoding of the constraints.

Moreover, since an Octagon encodes equivalent constraints

in the upper and lower triangle of its DBM, we need only

consider one of the triangles to completely test all relations.

Thus, Algorithm 2 has a quadratic runtime complexity, that

is, 𝑂 (𝑁 2), where 𝑁 is the number of program variables.

4 Experiments and Results
4.1 Experiment set-up
We evaluate whether domain types inferred from concrete

states match those computed by static analysis. It covers 20

benchmark programs and 1,003 variable-location pairs. For

every variable at every instrumented location, we compare

the inferred domain type against the static analysis results.

Benchmarks. Benchmarks come from two main sources.

The first is a set of established equivalence-checking bench-

marks, REVE andCLEVER [2]. The second source, shift-zone,
is a set we created specifically to exercise domain changes.

Each program is small, integer-only, and specifically crafted

to incur domain changes in variables between locations.

Test generation and inference. For each instrumented

location, we use MultisetGA [14] to generate a suite yielding

at least 1,000 unique, well-distributed concrete states. We in-

strument every program point and record the integer-valued

variables. Then AbsDaikon, our extension of Daikon [6]

takes these concrete states and then infers constraints over

the Interval, Zone, and Octagon templates only, with the rest

of Daikon’s default templates disabled.

Inference Policies. In our experiments we first run a soot-

based abstract interpreter over Octagon domain and use its

results as an Oracle to compare the results from our proposed

technique. Since static analyzer computes in Jimple, a 3-

address code IR, and the inference is performed over the

source code, we use a program that maps Jimple’s variables

to source code variables.

Our inference policy is conservative with respect to do-

main expressiveness. If an inferred source-level variable does

not appear in a constraint, it is treated as Unbounded. If the

computed reference contains a Jimple-generated temporary

variable that is not visible at the source level, the comparison

interprets it as Octagon, since this is the most conservative

choice. Jimple reference variables such as r0, which repre-

sent this, are excluded from the comparison. Thus, the policy

may over-approximate the needed domain type by recom-

mending a more expressive domain, but in our experiments

Table 2. Confusion matrix for inferred versus computed

domain types. Rows are inferred and columns are computed.

Inf \ Comp O Z I C ⊤ Total

Octagon 32 34 40 0 30 136

Zone 0 351 3 4 19 377

Interval 0 0 53 0 13 66

Constant 0 0 0 29 1 30

Unbounded 0 0 0 0 394 394

Total 32 385 96 33 457 1003

it does not recommend a less expressive domain than the

computed reference.

This preliminary work evaluates the feasibility of abstract-

domain type inference rather than comparing the runtime

of an Octagon-based static analyzer with the runtime of our

inference pipeline. Since the inference component still in a

prototype state we do not report runtimes.

4.2 Results
We answer the following research questions:

RQ1: Do inferred recommendations ever select a less

expressive domain than the computed one?

RQ2: How often do inferred recommendations exactly

match the computed domain?

RQ3: When inferred domain types are more expressive

than the computed, what accounts for the mismatch?

Table 2 summarizes the results, where the diagonal ele-

ments are the number of correctly identified domain types,

the lower-left triangle contains cases where the inferred do-

main is less expressive than the computed reference, where

an analysis would need a more expressive domain type than

what our technique recommended. As the table shows, all

those values are zero, therefore, the empirical evaluation con-

firms the value of our heuristics to err on the safe side. Thus,

in our benchmark suite, the inference never recommends a

domain that is less expressive than the computed reference.

The diagonal elements are the number of correctly identi-

fied domain types, whose sum is 859, or 85.6%. The sum of

elements on the top right triangle are ones that inferred at

more precise domain than computed. The total number is

144 or 14.4%, which is the accuracy of the approach.

To examine the extent of over-approximation, we evalu-

ated the domain type precision gap, which is the distance in

the total order of abstract domains between computed and

inferred domain types, e.g., the gap between Unbounded to

Octagonal is four. Table 3 details the results of this evaluation.

The total one for one precision distance is 38; total between

two precision gaps is 57; in three precision gaps is 19; and 30

in four. Note, the inferred approach categorized a large num-

ber of Zone and Unbounded correctly. Unbounded is quite

important since a static analyzer may not even track/perform
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Table 3. Cases where the inferred domain is more precise

than the computed domain.

Inferred Computed Gap Count

Octagon Unbounded 4 30

Zone Unbounded 3 19

Octagon Interval 2 40

Interval Unbounded 2 13

Zone Constant 2 4

Octagon Zone 1 34

Zone Interval 1 3

Constant Unbounded 1 1

Total — — 144

computation over that variable and just assign it to the ⊤
value. To answer RQ2, the accuracy of our implementation

is 85.6%, and 14.5% incorrectly identified, among those about

5% with gap distances of 3 and 4.

To understand why our approach missed 14.5%, we further

investigated accuracy mismatches. We found that among 144

over-approximating cases, 72 are due to representation mis-

matches: static analysis works on Jimple, a three address

intermediate representation while inference is performed

at the source-code level and cannot track intermediate vari-

ables. Per our policy, the intermediate variables of Jimple is

safely approximated with Octagonal. Without these cases

the accuracy of inferences becomes 92.3%.

The remaining 72 mismatches are due to the Octagonal

analysis’s inability to maintain a relation between three un-

bounded variables, e.g., processing assignment statements

like x = y + z. For example, if in this case, y and z are

unbounded, then the analysis keeps all three variables as

unbounded. Moreover, if after this assignment statement

there is a conditional statement, such as if (x > 0), then
the analysis computes x to have Interval type, while y and
z remain unbounded. However, inference determines that y
and z have Octagonal type, because AbsDaikon would infer

𝑦 + 𝑧 > 0 on the true branch. In cases where 𝑦 and 𝑧 are

bounded, Octagonal analysis can resolve the relationships

between the three variables and determine bounds for the

original expression of x = y + z. Thus, Octagonal analysis
can resolve the correct domain types between the variables

𝑥 , 𝑦, and 𝑧. As such, it is in these unbounded cases in which

our technique can infer a higher domain categorization than

that of static analysis.

5 Related Work
There are two main research directions related to our pro-

posed approach. The first studies how to find sufficient ab-

stractions for static analysis, and the second studies how to

infer abstract states from concrete program states.

Approaches for finding sufficient abstractions can be fur-

ther categorized by how the abstractions are obtained. One

category consists of refinement-based approaches [11, 19].

These approaches typically start with a coarse abstraction

and, when a desired program property cannot be proved,

they use information from the failed attempt to refine the ab-

straction. Although our work considers numerical domains

rather than context- or object-sensitivity levels and infers

them from concrete states, it shares with these approaches

the goal of identifying abstractions at fine granularity.

A second category precomputes abstractions using a light-

weight program analysis before running the main analysis.

The most closely related work is by Apel et al. [1], where

the authors statically examine how each variable is used

and map variables to suitable abstract-domain types, which

are then passed to a model checker. Demyanova et al. [5]

similarly use variable roles to generate program-specific

predicates and interpolation templates for predicate abstrac-

tion. Our approach also identifies domain types for program

variables. However, it does so at a finer abstraction context,

i.e., variable-location pairs rather than variables alone, and

infers the domain types from concrete states rather than

from static usage patterns.

The second research direction uses concrete program states

to infer abstractions. The pioneering Daikon tool [6] infers

likely program invariants from observed concrete states. Our

work is inspired by dynamic invariant inference, but differs

in both goal and output. We generate only invariants corre-

sponding to numerical abstract-domain templates, and we

use those invariants to infer the required domain type rather

than to report likely program invariants as analysis results.

The work of Ho et al. [8] is conceptually close to ours be-

cause it also constructs abstractions from concrete program

states. However, their approach represents abstract states

statistically, for example, using clustering parameters, rather

than as formulas in a fixed numerical abstract domain. In

contrast, our approach explicitly describes concrete states

using numerical abstract-domain predicates and then uses

those predicates to infer the domain type required at each

variable-location pair.

Overall, our work differs from prior abstraction-selection

techniques along three dimensions. First, the abstraction

choices are standard numerical domains, ordered by expres-

siveness from Unbounded to Octagons. Second, the abstrac-

tion context is a variable-location pair rather than a whole

program, query, variable, call site, or allocation site. Third,

the selection comes from concrete states rather than static

usage patterns or repeated static-analysis feedback.

6 Conclusion and Future Work
In this paper, we proposed a domain-type inference approach

that identifies the numerical abstract domain recommended

for each variable at each program location. The approach

uses MultisetGA to generate a large number of concrete
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states, improving the confidence of AbsDaikon when infer-

ring predicates that characterize the shape of the required

abstract domain. We then represent the inferred predicates

as an Octagonal abstract state and inspect its matrix repre-

sentation to classify each variable. We empirically evaluated

the approach on 20 benchmark programs by comparing the

inferred domain types against domain types computed by

an Octagon-based static analyzer. The results show that our

approach exactly matches the computed reference domain in

85.6% of variable-location pairs, and in the remaining cases

recommends a more expressive domain rather than a less

expressive one.

Future Work In refining our approach, we would like to

improve the efficiency of generating concrete states, so that

the combined generation and inference time is justified. We

would also like to handle the various cases of inaccuracy

such that our inference and static analysis comparisons can

operate over the same set of variables such that interme-

diate variables do not cause issues. Furthermore, we wish

to add appropriate handling for unbounded variables such

that large discrepancies between the approaches, e.g., large

domain type precision gaps, no longer remain. Finally, we

wish to validate this approach by integrating the inferred

information to a static analyzer such that we can improve the

efficiency of analysis without sacrificing overall precision.
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